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UDERZO & GOSCINNY

Het is een bizar idee om nu, halverwege april, dit voorwoord te schrijven en
zeker te weten dat eind juni, als ik dit proefschrift verdedig, de wereld er
totaal anders uit zal zien. Er staat deze maanden van alles te gebeuren: leuke
dingen, trieste dingen; ik weet alleen niet hoe, en wanneer. Het is echter niet
de plaats noch het juiste moment om daar verder over uit te weiden. Zeker is
slechts eén ding: 1996 zal voor altijd in mijn geheugen gegrift staan.

Allereerst wil ik mijn promotor, Paul Vitanyi, bedanken voor het aan
mij toevertrouwen van een OiO plaats. Ik heb later begrepen dat uiteindelijk
mijn bijvak psychologie de doorslag heeft gegeven: je weet inderdaad nooit
hoe een koe een haas vangt. Paul, je hebt mij gestimuleerd om veel artikelen te
schrijven en vaak naar conferenties te gaan, om zo al doende te leren waar het
in de wetenschap om draait: kennis én contacten. Ik weet dat je het jammer
vindt dat ik geen post-doc plaats in het buitenland (lees Amerika) ambiéer. Er
1S nu eenmaal iemand die ik nog belangrijker acht dan een grenzeloze zoek-
tocht naar ware kennis.

Natuurlijk dank ik ook de overige leden van de promotie-commissie
voor de tijd die ze gestoken hebben in het beoordelen van dit proefschrift.
Vooral omdat het onderwerp nu eenmaal niet voor ieder van jullie even be-
kend terrein was.

Het vinden van huisvesting is het eeuwige probleem in een stad als
Amsterdam. Forenzen vanuit Groningen is geen optie. Gelukkig kon ik de
eerste maanden een kamer onderhuren, en toen dat ophield kon ik ook terecht
bij een neet. Bedankt daarvoor, Barteld.

De eerste dagen van een nieuwe baan zijn altijd vreemd. Bij deze



dank ik mijn eerste kamergenoten John “Go” Tromp en Hyonyong “Bob” Shin
die mij wegwijs hebben gemaakt op het CWI.

Groetjes ook aan de andere drie musketiers van het Aladdin project:
Pascale van der Put, Dick Alstein en Bryan Olivier. We hebben de eerste jaren
vrij intensief samengewerkt; het is jammer dat tegen het einde van het project
we elkaar steeds minder zagen.

Also a big hi to all the visitors to the Aladdin project: Ted Herman, K.
Vidyasankar, Amos Israeli, Shlomo Moran, Alessandro “pedantics” Panconesi,
Jorg Keller, to name but a few. kaxAuepa® to the “singers”: Philippas and
Marina. Thanks to Juan Garay for pointing out those religious things. And
cheers to Mark. We may have had some difficulties writing that paper. But I
sure will buy you a beer and play pool, anytime, any conference.

Op mijn kamer met hospita aan de Middenweg (jullie moesten eens
weten hoe riant ik gewoond heb tijdens mij studententijd ...) mocht ik niet
koken. Gelukkig heeft de UvA een prima mensa, en dankzij mijn kamerge-
noten Jeroen, Peter, en ook jij, Herman, at ik daar eigenlijk zelden alleen.
Het was sowieso wel gezellig, die laatste jaren op M231 en M232. Also with
you, Andreé. En jij natuurlijk, Harry. We hadden allebei een geheimpje, en we
hebben samen aan het idee kunnen wennen. Kom niet in M232: je krijgt er
kinderen van.

Mijn vrienden: Frits, Miriam, Lucie en Robert. Je kunt tenslotte maar
twee paranimfen hebben.

Heitie en Memmie. Het is rot. Er zijn gewoon geen woorden voor. En
dat hoeft ook eigenlijk niet: we weten zo ook wel wat we aan elkaar hebben.
Ik ben blij dat ik dit wel heb kunnen doen, laten we maar zeggen in plaats van
jullie.

Lieve Lidewij. Je zult mij niet horen zeggen dat het schrijven van dit
proefschrift een zware bevalling is geweest. Jouw bevalling van ons kind zal
zeker vele malen zwaarder zijn. Daar staat dan tegenover dat je er later ook
veel meer aan hebt ...zo’n kind. Schat, dat s-je wegpoetsen heeft mij 4 lange
jaren in Amsterdam gehouden, terwijl jij het daar in Groningen voornamelijk
alleen hebt moeten rooien. Bedankt voor je liefde, geduld en steun. Als er
stelingen in dit proefschrift zouden staan, was de eerste: “It takes two to
write a thesis”. Nu kom ik terug, en zijn we eindelijk met z’n vijven. En voor
jou, kleine — net op tijd: Papa is thuis!

Groningen, april 1996.

' “Zij zijn groot en ik is klein, en dat vind ik niet eerlijk! Oh nee!”
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Computers have pervaded, indeed defined, modern society. Networks of com-
puters are all around us, and they grow larger every day. Most offices, for
instance, will have a local-area network these days; you don’t need to be a
computer freak anymore to know about the Internet and to actually have used
electronic mail; and there is a cash point just around the corner, waiting to
dispense money at your request. These are just three examples of, essentially,
a distributed system.

Broadly speaking, a distributed system is any group of computers
that depend on each other to get their work done. Obviously, these comput-
ers — which I will call processes further on — must communicate with each
other. This is achieved by exchanging digital messages over a communica-
tion network. The processes may be cash points contacting the central bank
to check your balance, they may be office computers waiting until the laser
printer on this floor is ready to print a document, or they may be the com-
puters involved in forwarding an Email message you have just sent to me.
The network can consist of simple telephone wires, high-speed local-area net-
works, or trans-atlantic, wireless, satellite connections.

Distributed systems are heterogeneous: their processes may be over-
loaded central servers, simple terminals like cash points, or remote printers,
interconnected by fast fibre-optic links as well as slow modem connections.
The processes exhibit a vast difference in speed, and messages sent over cer-
tain links may take forever to arrive.

The key difficulty in designing a distributed system is that a single
process cannot, in general, observe the state of all other processes in the
system simultaneously. Thus the global state of the system, also called the




system configuration, lies out of immediate reach of the individual processes.
Certainly, the processes can communicate with each other to collect some view
of the system configuration. However, this will not give a globally consistent
configuration that actually occurred at any real point in time. To appreciate
this problem, consider the following example. Suppose you have two bank
accounts, one holding £20 on bank A, and another holding £10 on bank B.
Now, to balance the accounts you send bank A a request to transfer £5 to

bank B.

Bank A and B have at one point agreed to transfer money in the
following way. Bank A transfers money to B by withdrawing money from an
account and sending a message to B specifying the amount and the account
to deposit it on. On receipt of this message, bank B will deposit the money on
this account, and the transfer is complete. This clearly takes some time (and
may take considerable time, depending on the banks in question). Agreement
on a method to transfer money is what constitutes a protocol. Without such
an agreement, no transfer of money would be possible.

The next day you call both banks to check the state of affairs, just as
they are engaged in transferring the money. Suppose you call bank A first, af-
ter it withdrew £5 from your account, and then call bank B, before it deposited
the £5. You would find yourself owning only £25. Calling bank B first clearly
does not help. Also, if the banks decide to change protocol and to deposit the
money on the designated account first, before sending an acknowledgement
back to the first bank allowing it to withdraw the deposited amount, you could
find yourself owning £35. This would happen, for instance, if you called bank
B after they deposited £5 on your account, while you called bank A before
they received the acknowledgement to withdraw the £5 from your account.

The reader may be fooled into believing the above problem is an id-
iosyncrasy of the above protocol. This is not the case, however. In fact, the
core problem in any (asynchronous) distributed system is that the observed
order of events may differ among different observers. Indeed, the situation
Is quite similar to the observations made by Einstein [Ein16] regarding simul-
taneity of events. According to his theory of relativity, events that appear
simultaneous to one observer cannot be observed simultaneously by an ob-
server 1n a (suitably) different frame of reference. Hence, simultaneity is truly
in the eye of the beholder.

In short, the processes in a distributed system have to maintain a
global objective through local decisions based on local, partial, information.
This makes the design of distributed systems an intricate matter.

The previous example also introduced two key features of any dis-
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tributed system: communication — how to transfer information from one
process to another, and synchronization — when to do it (relative to the steps
taken by the other processes). In any distributed system, some level of com-
munication and synchronization will already be built-in by the hardware. Ad-
ditional functionality will have to be implemented by software. The initial pro-
visions for communication and synchronization supported by the hardware is
called the model of the distributed system.

1.1 Communication & synchronization

Let us review some common provisions for communication and synchroniza-
tion found in current distributed systems.

Unless the system is very small, processes will not be able to com-
municate directly with all other processes in the system. A process can only
exchange information with neighbours to which it is directly connected: infor-
mation destined for other processes will have to be passed on by the interme-
diate nodes (see the routing problem described below). The interconnection
pattern can be described by a graph, where the nodes are processes and the
edges are communication links (see Fig. 1.1). Processes that share a communi-
cation link are neighbours. Usually, this graph is undirected, and neighbours
can directly communicate to each other (like two people talking with each
other through a telephone). On the other hand, if the graph is directed, one
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much like sending letters by
distance, say to another continent. It may take weeks before
ou receive a reply. And if you want to conduct some kind of regular and
orrespondence, you will have written another letter before the pre-
vious letter even arrived. In such cases it is not uncommon to receive a letter
estions answered by the letter you already sent a few weeks before,
because your letter had not arrived at its destination at the time. In
of asynchrony is the root of the two-banks problem sketched
‘onous communication is suitable for systems that comprise
fast processes, because the fast processes are not
with the slow processes.

Synchronous communication is similar to two people communicating
by phone, in the sense that the information transfer is instantaneous, and that
ly) people do not both talk at the same time. So messages cannot ‘cross’
other as in the asynchronous case, and whatever is said, is a response on
said up till now.
other means to exchange information is by storing it in shared
ere it can be read by several other processes. This is essentially an
asynchronous mode of communication, because the readers and the writers
do not usually wait for one another. There is an important difference between

process that is not ready to re-
ge is usually stored in some message buffer at the receiving
e sending process is fast, many new messages
ed at the end of the buffer, but when the receiving process is



using shared memory, however, a fast writing process can overwrite data it

wrote earlier with new information, before the old data was even read by the
reading process.

1.2 Fault tolerance

Nobody’s perfect, not even a computer. Just like any other piece of equip-
ment, a computer has a limited average life-time. Sooner or later it will stop
functioning. When distributed systems grew larger, people soon realized that
the chance of any single process failing increases with the total number of
processes in the system. Careless design of a distributed system can make

all processes vulnerable to failure of a single process. Indeed (L. Lamport,
ct. [SLO5], page 120):

A distributed system is one in which the failure of a com-

puter you didn’'t even know existed can render your own
computer unusable.l

If a single-computer system fails, there is nothing much you can do about
it. However, if the system contains many independent processes that can
take over each others tasks, it is not entirely unreasonable to expect that if
only a small portion of the processes fail, the system as a whole remains
functional. In fact, this form of redundancy is very desirable because a large
number of people are likely to depend on a large distributed system. To put
it another way: the more people depend on a distributed system, the more
likely it becomes that one or two processes of that system fail.

Consider again the network of cash points contacting a central bank
to check your balance before actually dispensing cash. Stupid implementation
of this system using a single computer as a server storing all the balances, with
all cash points contacting this single server, will result in a failure-prone sys-
tem. If the single server fails, no cash point can check balances. Moreover, the
single server gets all the load and is therefore more liable to fail. If the server
fails, the cash points have no other access to the accounts, and therefore can-
not and will not dispense money. This may inconvenience a lot of people.
Fault tolerance becomes even more important in life-critical applications, like
air-traffic control systems. Under no circumstances should failure of a single
process result in a plane crash.

I Apparently, Lamport never made this statement in writing. This would explain
why essentially the same quote appears in two, quite different, phrasings in
IMul89] and [Mul93].
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Figure 1.2 A self-stabilizing distributed system.

1.3 Typical problems

One can identify four typical problems studied in distributed computing that
are specifically concerned with the fundamental issues of communication,
synchronization and fault tolerance. First, the routing problem deals with pro-
viding full point-to-point communication in systems were not all processes
are immediately connected. This is clearly a communication problem. Sec-
ond, the mutual exclusion problem of how to implement exclusive a access
to some critical shared resource, is a matter of proper synchronization. Wait-
free constructions of shared memory objects are fault-tolerant in the face of
crash failures. They are also closely related to the study of communication
and synchronization. Finally, the agreement problem is usually studied when
Byzantine failures are considered. I will describe these problems in more de-
tail in the next few paragraphs.

Routing In most networks, not all processes can communicate directly with
each other. If a process wishes to send a message to another process which is
not an immediate neighbour, this message must be sent to a neighbour with
the request to forward it to the ultimate destination. Every process checks
whether each incoming message is destined to itself. If not, it forwards the




message to another neighbour on the route to its final destination.

Selection of the neighbour responsible for forwarding the message
is determined by a local routing function. All local routing functions together
constitute a routing scheme, which for any sender and any destination deter-
mines the route traversed by the message. A good routing scheme will route
messages over the shortest path from sender to destination. Because sending
a message over an edge always takes some time, such a shortest-path routing
scheme minimizes the time that elapses before a message reaches its destina-
tion.

Mutual exclusion Research in distributed computing started with the study
of mutual exclusion protocols in the sixties [Dij65].

A mutual exclusion protocol must ensure that no two processes can
simultaneously access some critical resource. A typical example of such a
critical resource is a laser printer shared in some local-area network. If two
or more computers were allowed to simultaneously print some document, the
contents of these documents would appear muddled together in print. A pro-
cess that needs access to the resource must first request the privilege to do so
using a mutual exclusion protocol. Clearly, the privilege must be passed fairly
among the processes that request it. In other words, if someone requests to
print a document, eventually this user should be allowed to do so. Unfair
mutual exclusion might prevent one user from ever printing a document.

Wait-free constructions Suppose some processes in an asynchronous sys-
tem communicate by reading and writing some shared variables. Intuitively,
reads should return the value written by the most recent write. However, in
asynchronous systems, operations on shared memory take some time to com-
plete, and operations performed by different processes may overlap in time.
The question is to properly define what is the most recent write of a read that
overlaps with several writes to the same shared variable.

When processes communicate using shared memory, we usually as-
sume that reads and writes of shared memory happen atomically. This means
that, in the original Greek sense of the word, these actions happen indivisi-
bly. They are assumed to take effect at one single point in time (called the
serialization time); it is moreover assumed that no other action takes effect
at that same time. If we consider a real asynchronous system communicat-
ing through shared memory, and record the invocation and response times
of each individual action, all these action-intervals can be shrunk to a point
within this interval at which time the action actually took place. This defini-
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tion matches our intuitive understanding of a shared variable for actions that
do not overlap each other. It also guarantees, at all times, that the second of
two successive reads of the same shared variable always returns a more recent
value than the first.

Atomic registers are but one of many shared memory objects one
might need when writing distributed protocols. Examples are clocks, counters,
queues or stacks, to name but a few. One particularly interesting shared object
is the snapshot object. A snapshot object distributed among n processes is an
array of n cells stored in shared memory. Each processes can either atomically
update the value of its own cell, or atomically scan the contents of all n cells
In a single operation (see Fig. 1.3). To put it another way, one can view a
snapshot object as a shared register storing a record that can either be read
completely, or whose fields can be updated individually without destroying
the contents of the other fields. If processes continually update their cell to
correspond to their local state, each process in effect has access to the global
configuration of the distributed system by scanning the snapshot object. Even
when applied in a less drastic manner, snapshot objects constitute a very
tight form of synchronization that clearly facilitates the implementation of
distributed protocols.

‘When such, more complex, compound shared objects are not made
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in the literature (see Appendix C for references and acknowledgements). I
decided to keep the chapters self-contained, and to change their contents only
in so far as to unify style and notation throughout the thesis. Again, each
chapter is a separate entity that can be read independently of the others.

2 The problem studied is that of giving a wait-free implementation
of an atomic snapshot object using only single-writer single-reader shared reg-
isters. Each processes can either atomically update the value of its own cell, or
atomically scan the contents of all n cells in a single operation. Even if all but
one process crash, this one process must be able to either update or scan the
snapshot object on its own. For the best known solutions to this problem both
the update and the scan operation require O (nlogn) steps. This still stands
in stark contrast with the obvious lower bound of n steps surely needed to
scan the values stored in each of the n cells.

We show that, given a binary snapshot object — whose cells can con-
tain either 0 or 1 — one can implement snapshot objects storing arbitrary
values in each cell with only linear time overhead. Hence the search for ef-
ficient implementations of snapshot objects can be restricted to the binary
case. In fact, knowing that the snapshot object stores binary values makes the
problem slightly easier because one can assume a process will only update
its cell if the new value differs from the previous value. Hence, instead of an
update operation, implementing an invert operation suffices.

Chapter 3 In most distributed systems each process has a unique and dis-
tinguishable name. Even for a small number of processes the range from
which their names are taken may be large. For example, in a popular operat-
ing system like UNIX, process IDs may be 32 bits wide and thus range from 0
to 234. For protocols whose time or space complexity depends on the size of
the name space (e.g., the implementation of a snapshot object if only the range
of names is known as an upper bound on the number of processes), such a
large name space may be prohibitively expensive if only a small number of
processes actually participate. The long-lived renaming problem is concerned
with reducing the size of the name space to allow such protocols to be used
with less overhead.

Here up to k out of n processes repeatedly and concurrently acquire
and release names from a much smaller destination name space. The prob-
lem is to give wait-free implementations for the operations that get or release
a name, using only multi-writer registers. Of course the size of the destination
name space should be as small as possible, but it is known that this size can-
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Figure 1. Fast long-lived renaming reduces running time to g(k) + t{f(k)).

not be smaller than 2k — 1 [HS93]. Previous long-lived renaming protocols all
have a time complexity depending on n or the size of the source name space.
If for a long-lived renaming protocol the time complexity of both getting and
releasing a name is a function of the number k of participating processes
alone, we call such a protocol fast. In Chapter 3 I present the first fast and
long-lived renaming protocol renaming to O (k?) names in O (k3) time.

The significance of this result is as follows. Consider a protocol
whose time complexity depends on the size of the name space. Let us assume
that only a small number of processes with names from a large range need to
run this protocol concurrently. Without further arrangements, the amount of
time spent would be large compared to the contention. Instead, assume each
process first gets a new name running the fast long-lived renaming protocol
see Fig. 1.4). If this protocol renames the processes using a name space that
depends on the small number of contending processes only, both protocols in
sequence will be fast, i.e., have time complexity depending on the number of
contenders only. If the number of contenders is small compared to the size
of the original name space, this significantly improves the running time. Our

fast long-lived renaming protocol shows, for the first time, that this approach
is viable.
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SSME protocols have been extensively studied for undirected commu-
where any two neighbours can read each others state. For di-
rected communication graphs (where nodes can only read the state of their in-
ighbours) only Dijkstra’s protocol for directed rings [Dij74] and Tchuente’s
approach of covering a directed graph with directed rings were known [Tch81].
Tchuente’s approach takes an exponential number of states per process, how-
ever. In Chapter 4 we give three protocols that each implement SSME on di-
rected graphs using only a polynomial number of states per process. This is an
exponential improvement. Reducing the space complexity of self-stabilizing
protocols is especially important if they are to be implemented using simple
hardware circuits. Constant space protocols are particularly sought after in
these circumstances.

Ring-orientation is the topic of the next chapter. Given an anony-
mous undirected ring as the communication graph, the unnamed and indis-
inguishable processes on the ring are required to orient the edges in between
n. All edges must afterwards point in the same direction along the ring:
either all clockwise, or all anti-clockwise. Moreover, the protocol is required
to be self-stabilizing. The processes on the ring are required to find the orien-
tation irrespective of the configuration in which the protocol starts.

It is known that rings of even length cannot be oriented by a deter-
ministic protocol. A randomized orientation protocol for arbitrary rings, and
a deterministic orientation protocol for odd-length rings do exist [[J93]. How-
ever, this deterministic protocol uses O(n) states per processor and hence
depends on knowledge of the size of the ring. In this chapter we present self-
stabilizing ring-orientation protocols for odd-length rings using only a con-
stant number of states per processor. Hence these protocols can be applied,
without modification, in odd- -length rings of arbitrary size.
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errors separately. Processor failures were considered while constructing wa
emory errors were countered by self-stabiliz

protocols. Indeed, until recently, no protocols were studied that were res

free shared objects, and
to both modes of error.
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